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Programming Model
OpenMP 3.x ➔ OpenMP 4.x



Fork-Join on GPUs through 
Warp Specialization

void vecAdd(double *a, double *b, double *c, int n)
{  

#pragma omp target map(to: a[:n], b[:n])
\ map(from: c[:n])

printf(“I am sequential GPU code”)
#pragma omp parallel for num_threads(64)
for (int i = 0; i < n; i++) {    

c[i] = a[i] + b[i];  
}

}

Master ThreadMaster Shadow

cta.sync #0, 4 (warps)

Master 
executes 

serial 
region

return

Launch #omp parallel

Inactive  workers

Parallel execution with  64 threads

IdleIdlecta.sync #1, 2

cta.sync #0, 4

Implicit end of #omp parallel
barrier



Cooperative Threading Elision

void vecAdd(double *a, double *b, double *c, int n)
{  

#pragma omp target map(to: a[:n], b[:n])
\ map(from: c[:n])

printf(“I am sequential GPU code”)
#pragma omp parallel for num_threads(64)
for (int i = 0; i < n; i++) {    

c[i] = a[i] + b[i];  
}

}

i:

return



Fission of Multiple-Parallel Target Regions



Fission of Multiple-Parallel 
Target Regions
#pragma omp target map(...)
{

#pragma omp parallel for
for (i=0;i<32;++i) {    

…
}
#pragma omp parallel for
for (j=0;j<64;++j) {    

…
}

}

cta.sync #0, 4 (warps)

return

#omp parallel

Inactive  workers

IdleIdle
cta.sync #1, 1

cta.sync #0, 4
Idle

#omp parallel
Inactive  workers

cta.sync #1, 2

cta.sync #0, 4

Idle

Idle

Worker pool

Worker pool



Fission of Multiple-Parallel 
Target Regions
#pragma omp target map(...)
{

#pragma omp parallel for
for (i=0;i<32;++i) {    

…
}
#pragma omp parallel for
for (j=0;j<64;++j) {    

…
}

}

cta.sync #0, 4 (warps)

return

#omp parallel

Inactive  workers

IdleIdle
cta.sync #1, 1

cta.sync #0, 4
Idle

#omp parallel
Inactive  workers

cta.sync #1, 2

cta.sync #0, 4

Idle

Idle

Worker pool

Worker pool

#pragma omp target data map(...)
{

#pragma omp target parallel for
for (i=0;i<32;++i) {    

…
}
#pragma omp target parallel for
for (j=0;j<64;++j) {    

…
}

}



Fission of Multiple-Parallel 
Target Regions
#pragma omp target map(...)
{

#pragma omp parallel for
for (i=0;i<32;++i) {    

…
}
#pragma omp parallel for
for (j=0;j<64;++j) {    

…
}

}

#pragma omp target data map(...)
{

#pragma omp target parallel for
for (i=0;i<32;++i) {    

…
}
#pragma omp target parallel for
for (j=0;j<64;++j) {    

…
}

}

j:

return

i:

return
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#pragma omp target data map(from:A[:S]) 

map(tofrom:C[:S])
{

#pragma omp target parallel for
for (i=0;i<32;++i) {    

A[i] = …
}
#pragma omp target parallel for
for (j=0;j<64;++j) {    

C[i] += A[i] + …
}

}
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#pragma omp target data map(alloc:A[:S]) 
map(from:C[:S])

{
#pragma omp target update to(C[:S]) depend(out:a) nowait
#pragma omp target parallel for
for (i=0;i<32;++i) {    

A[i] = …
}
#pragma omp target update from(A[:S]) nowait
#pragma omp target parallel for depend(in:a) 
for (j=0;j<64;++j) {    

C[i] += A[i] + …
}

}
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#pragma omp target data map(from:A[:S]) 

map(tofrom:C[:S])
{

#pragma omp target parallel for
for (i=0;i<32;++i) {    

A[i] = …
}
#pragma omp target parallel for
for (j=0;j<64;++j) {    

C[i] += A[i] + …
}

}

#pragma omp target data map(alloc:A[:S]) 
map(from:C[:S])

{
#pragma omp target update to(C[:S]) depend(out:a) nowait
#pragma omp target parallel for
for (i=0;i<32;++i) {    

A[i] = …
}
#pragma omp target update from(A[:S]) nowait
#pragma omp target parallel for depend(in:a) 
for (j=0;j<64;++j) {    

C[i] += A[i] + …
}

}
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Pipelining Parallel Loop Execution and Data Transfer
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#pragma omp target teams distribute parallel for map(to: A[:NX*NY], x[:NY]) map(from: tmp[:NX])
for (int i = 0; i < NX; ++i) {    

tmp[i] = 0;
for (int j = 0; j < NY; ++j) {

tmp[i] = tmp[i] + A[i * NY + j] * x[j]    
}

}
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Pipelining Parallel Loop Execution and Data Transfer
#pragma omp target teams distribute parallel for map(to: A[:NX*NY], x[:NY]) map(from: tmp[:NX])
for (int i = 0; i < NX; ++i) {    

tmp[i] = 0;
for (int j = 0; j < NY; ++j) {

tmp[i] = tmp[i] + A[i * NY + j] * x[j]    
}

}
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int S[4];
#pragma omp target data map(to: x[:NY]) map(from: tmp[:NX]) map(alloc: A[:NX*NY])
{

#pragma omp target update to(A[0:(NX/4)*NY])
for (int s = 0; s < 4; ++s) {

if (s < 3) {
#pragma omp target update to(A[((s+1)*NX/4)*NY:((s+2)*NX/4)*NY]) depend(out: S[s+1]) nowait

}
#pragma omp target teams distribute parallel for depend(in: S[s])
for (int i = (s*NX/4); i < ((s+1)*NX/4); i++) {

tmp[i] = 0;
for (int j = 0; j < NY; ++j) {

tmp[i] = tmp[i] + A[i * NY + j] * x[j]    
}

}
}

}



Transfer
TO: x

Init
CUDA 

Transfer 
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int S[4];
#pragma omp target data map(to: x[:NY]) map(from: tmp[:NX]) map(alloc: A[:NX*NY])
{

#pragma omp target update to(A[0:(NX/4)*NY])
for (int s = 0; s < 4; ++s) {

if (s < 3) {
#pragma omp target update to(A[((s+1)*NX/4)*NY:((s+2)*NX/4)*NY]) depend(out: S[s+1]) nowait

}
#pragma omp target teams distribute parallel for depend(in: S[s])
for (int i = (s*NX/4); i < ((s+1)*NX/4); i++) {

tmp[i] = 0;
for (int j = 0; j < NY; ++j) {

tmp[i] = tmp[i] + A[i * NY + j] * x[j]    
}

}
}

}



GPU Grid Geometry Tailored to a Specific Parallel Loop



j:

return

i:

return

#pragma omp target map(...)
{

#pragma omp parallel for
for (i=0;i<32;++i) {    

…
}
#pragma omp parallel for
for (j=0;j<64;++j) {    

…
}

}

#pragma omp target data map(...)
{

#pragma omp target parallel for
for (i=0;i<32;++i) {    

…
}
#pragma omp target parallel for
for (j=0;j<64;++j) {    

…
}

}



j:

return

i:

return

#pragma omp target map(...)
{

#pragma omp parallel for
for (i=0;i<32;++i) {    

…
}
#pragma omp parallel for
for (j=0;j<64;++j) {    

…
}

}

#pragma omp target data map(...)
{

#pragma omp target parallel for
for (i=0;i<32;++i) {    

…
}
#pragma omp target parallel for
for (j=0;j<64;++j) {    

…
}

}



j:

return

i:

return

#pragma omp target data map(...)
{

#pragma omp target parallel for
for (i=0;i<32;++i) {    

…
}
#pragma omp target parallel for
for (j=0;j<2048;++j) {    

…
}

}



j:

i:

return

#pragma omp target data map(...)
{

#pragma omp target parallel for
for (i=0;i<32;++i) {    

…
}
#pragma omp target parallel for
for (j=0;j<2048;++j) {    

…
}

}



#pragma omp target data map(...)
{

#pragma omp target parallel for
for ( i =0;i<32;++ i ) {    
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}
#pragma omp target parallel for
for ( j=0;j< 2048 ;++j ) {    
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#pragma omp target data map(...)
{

#pragma omp target parallel for
for ( i =0;i<32;++ i ) {    
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}
#pragma omp target parallel for
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#pragma omp target data map(...)
{

#pragma omp target parallel for
for (i=0;i<32;++i) {    

…
}
#pragma omp target parallel for
for (j=0;j<2048;++j) {    

…
}

}
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GPU

SM0 SM1

SM2 SM3

Threads Per Block: 128
Blocks: 16

Problem: SM Register File can only fit one CTA’s worth of threads! 



#pragma omp target data map(...)
{

#pragma omp target parallel for
for (i=0;i<32;++i) {    

…
}
#pragma omp target parallel for
for (j=0;j<2048;++j) {    

…
}

}

……
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……

……

GPU

SM0 SM1

SM2 SM3

Threads Per Block: 128
Blocks: 4
Iter. Per Thread: 4

Solution: Selecting to maximize SM resource utilization without oversubscribing more CTAs reduces team 
scheduling, leads to better performance.



#pragma omp target data map(...)
{

#pragma omp target parallel for
for (i=0;i<32;++i) {    

…
}
#pragma omp target parallel for
for (j=0;j<2048;++j) {    

…
}

}
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GPU

SM0 SM1

SM2 SM3

Threads Per Block: 128
Blocks: 16

SM Can fit all 4 CTAs, high occupancy! 

Problem: Heavily memory-bound kernel! (all accesses uncoalesced) 

4 CTAs worth of memory requests per SM overloads memory subsystem, progress slows to a crawl.



#pragma omp target data map(...)
{

#pragma omp target parallel for
for ( i =0;i<32;++ i ) {    
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}
#pragma omp target parallel for
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Does not over-saturate it! 
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Performance Potential of Kernel Fission



Performance Potential of Parallel Loop 
Execution & Data Transfer Pipelining



…coopearative threading warp specialization code-gen is expensive…
…helps to avoid it when we can…

…target region splitting can create multiple simple kernels…
…versus one complicated…

…enables other opportunities for optimization…

…asynchronous data transfers…

…warp specialization elision…

…parallel loop structure often naturally leads to pipelining…
…requires powerful analyses…

…grid geometry selection for parallel loops key to performance…
…memory system saturation a major contributing factor…


